Discussion of

Why Language Models
Hallucinate

(Kalai, Nachum, Vempala, Zhang ’25)

Andy Haupt @ REFORM Stanford, 10/23/2025



Hallucinations

Adam Kalai's Ph.D. Thesis Number of r’'s in strawberry

ChatGPT: Adam Tauman Kalai’s Ph.D. dissertation (completed in 2002 at CMU) is entitled:
(GPT-40) “Boosting, Online Algorithms, and Other Topics in Machine Learning.”

DeepSeek: “Algebraic Methods in Interactive Machine Learning”...at Harvard University in 2005.
Llama: “Efficient Algorithms for Learning and Playing Games”...in 2007 at MIT.

Main Idea of this paper: Generative models “also” solve valid fact classification.
Hence limits of classification mean limits of generation.
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Reducing Classification to Generation
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Contexts
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Another bound via Agnostic Learning
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Another bound via Arbitrary Facts

* Arbitrary facts model
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Another bound via Arbitrary Facts

* |In the Arbitrary Facts model, any algorithm which takes /V training samples and
outputs p satisfies, with probability > 99 % over a = (a..) .. and the N training
examples:
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» There is an efficient algorithm outputting calibrated p that w.p. > 99 %,
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Questions

 Mostly empirics:
» Made a good case for smallnessof dand |7 |/| & |

* Not quite clear how convincing the fact that classification is hard



